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ABSTRACT 

The U.S. military is investigating, implementing, and 
integrating new information technologies for use on the 
battlefield that provide increased situational awareness.  The 
challenge now is to develop the methodologies and systems 
to best take advantage of this heightened awareness.  One 
interesting approach is to periodically compare the current 
state of the operation with the planned operation and 
determine the significance of any differences.  Another 
approach is to use the current state of the operation to 
anticipate the future flow of the operation.  Both of these 
approaches have been implemented with operationally-
focused simulations and cooperative agents in the OpSim 
and APSS prototype planning support systems.  The 
foundation for these systems is the means for representing 
plans with many possible branches.  As the real operation 
progresses, agents called Operations Monitors and 
Execution Monitors observe and report on deviations from 
the plan.  The plan representation is dynamically modified 
by a Planning Executive agent that selectively prunes 
invalid branches and launches Planner agents to develop 
new branches.  The purpose behind the use of simulation 
and agent technology is to look ahead and help commanders 
and staff make better decisions now that favorably influence 
the flow of battle later. 
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1. BACKGROUND 

This research into using simulations and cooperative agents 
in planning is motivated by the need for the U.S. military to 

take advantage of the increased situational awareness 
provided by modern sensors and information systems.  For 
the purposes of this research the increased awareness is 
represented by a World View that provides Actual States to 
the planning systems.  This World View mechanism enables 
investigation of two new planning/execution processes.  The 
first is operationally-focused simulation, and the second is 
anticipatory planning and adaptive execution (or just 
anticipatory planning, for short). 

Taking Advantage of Increased Situational Awareness 
The U.S. Military has invested a great deal of time, energy, 
and funding into improving its ability to gather, filter, and 
represent real-time battlefield information.  As the ability to 
gain and maintain a fuller situational awareness has 
improved, military planners have used the information to 
enhance the quality of their planning processes and systems.  
Recently, the focus has shifted away from just improving 
and automating existing processes and more towards 
examining new and better ways to make use of the 
improved situational awareness. 

The production of better planning processes requires at least 
three steps.  The first is to choose new approaches to 
planning for investigation.  The second is to identify the 
techniques and tools from advances in information 
technology that are applicable to planning in an 
information-rich environment.  The third is to investigate 
the feasibility of the approach and the selected tools by 
producing prototypes of automated support systems. 

Representing Increased Situational Awareness 
One of the biggest challenges in the desire to achieve 
information dominance is to integrate all of the data 
available from sensors and tactical units into coherent, 



useful, and timely information.  This is a very active area of 
research with the goal of producing a common tactical or 
operational picture of the battlefield.   

For the purposes of the research into using simulation and 
cooperative agents in dynamic plan building the common 
picture is assumed to be available.  A World View 
mechanism periodically provides highly accurate Actual 
States of the operation for use by the prototype planning 
systems.  This keeps the examination of candidate planning 
systems separate from any particular battlefield information 
system and enables full control of the environment for 
investigation and testing purposes.  Making the connection 
between the planning systems and the battlefield 
information systems can be achieved by translation of the 
World View into the appropriate representation. 

Operationally Focused Simulation 
Surdu, et al., developed the OpSim (short for operationally-
focused simulation) system to examine the feasibility of 
using operationally-focused simulation, software agents, and 
various artificial intelligence technologies in the operational 
environment [1].  The idea is to conduct operations 
monitoring, predict outcomes, determine the significance of 
any deviations of the actual operation from the planned 
operation, and inform the decision-maker when there is a 
significantly different projected outcome from what was 
initially planned.  See Figure 1 for a screen capture of the 
OpSim prototype system. 

 

Figure 1:  OpSim Prototype System 

One of the premises of that work is that it is inappropriate to 
apply training simulations to real-time operational planning 
and execution.  Rather, a new generation of simulations 
specifically tailored to operations is required.  Planning 

systems could then launch software agents that make use of 
this new class of simulations to make predictions about 
future states of the operation.  These software agents operate 
in a dynamic hierarchy that allows each agent to look at just 
a narrowly focused aspect of the operation.  The findings of 
these agents are combined and analyzed through the use of 
fuzzy logic and expert systems in order to determine 
whether the plan is in jeopardy.   

Anticipatory Planning 
For quite some time the military approach to planning has 
followed a strict process.  First, an analysis of the enemy’s 
capabilities and intentions is used to decide on a few enemy 
courses of actions (COAs).  Against these enemy COAs, 
several friendly COAs are produced and analyzed.  The 
commander then chooses the friendly COA that will be fully 
planned.  The result is a detailed plan based exclusively on 
information known at the time of planning and predictions 
about what will happen during the operation.  
Unfortunately, most plans never survive the first hour of 
execution and the commanders, aided by their planners, 
transition into a reactive planning mode. 

With the advent of increased situational awareness, 
however, the planners ought to be able to better anticipate 
the flow of the battle.  This anticipation can only occur if a 
different planning paradigm is used that treats planning and 
execution as a continuous process.  Brigadier General 
(retired) Huba Wass de Czege has proposed an approach 
that supposes planners can continuously feed battle 
information into a simultaneous planning and execution 
process [2].  His anticipatory planning and adaptive 
execution approach will be a necessity in the dynamic and 
information-rich battlefield of the future.  It will enable U.S. 
forces to achieve the option dominance that allows them to 
identify future favorable options early enough to shape the 
battle in support of those options. 

Hill, et al., designed and implemented the Anticipatory 
Planning Support System (APSS) to investigate the 
anticipatory planning approach [3].  Human planners use 
this prototype system to define several initial reasonable 
branches to the plan.  Once the operation begins, Actual 
State information from the World View is used to 
continuously produce new branches to the plan.  
Simultaneously, invalid branches are pruned away, allowing 
the planning effort to focus ahead of the more likely 
branches. 

2. REPRESENTING THE PLAN 

The fundamental requirement for a planning system is a 
means of representing the plan.  Ideally, this representation 
should be common to all of the planning sub-systems. 



The anticipatory planning process does not attempt to track 
every specific state of the operation.  Rather, it mimics the 
approach human planners use when they think about 
constructing a plan.  That is, certain critical states are 
considered, either because they represent a significant 
conclusion of activities, or because they represent a 
place/time where the plan can diverge. 

In the Anticipatory Planning Support System (APSS), a Plan 
Description represents and allows management of the plan.  
The Plan Description is a representation of the possible 
ways the operation can proceed (see Figure 2 for a 
depiction).  Nodes in the plan represent option points (i.e., 
from this situation, we can choose several options).  
Branches represent the possible options. 

 

Figure 2:  Plan Description 

Nodes retain the Planned States at specific points in the 
plan. A Planned State is generated when a planner (human 
or automated) creates a Branch, and it is updated whenever 
the actions within its preceding Branch are modified.  
Branches contain information about the transition from one 
Node to the next.  For each entity participating in the 
Branch a task list describes its activities.  Simultaneously, a 
status list indicates changes in status (strength, fuel, ammo, 
etc.) for the entities.  The task list is always up to date.  The 
status list is only updated when that information is required.  
The Nodes also perform an important function in 
communicating information about the plan between levels.   

The Plan Description is simply a directed tree.  It does not 
represent a minimax problem, in which adversaries take 
turns.  Rather, the transitions from one Node to the next (the 
Branches) represent state changes caused by multiple 
actions of both the friendly and enemy participants.   

3. THE SIMULATION MECHANISM 

Both the OpSim and APSS systems have several simulation 
requirements, among which are rapid scenario processing 
and time-based visual playback.  One approach to satisfying 
those requirements would be to build a different simulation 
for each.  A better approach, for this situation, is to 
segregate the simulation functionality from the functionality 

of each requirement.  This prevents the duplication of effort 
at the simulator layer. 

In these systems the simulation layer has been implemented 
as a discrete event simulation [4].  A simulation executive 
(or SimExec) provides the user interface to set up and run 
the simulation. An event queue (SimEventQueue) maintains 
a list of simulation events (SimEvents) sorted by their 
execution time.  Each SimEvent contains its execution time 
and a pointer to the event executor that will handle that 
event.  An executor is created for each functional 
requirement of the system.  For example, a 
BranchScanExecutive is launched whenever a Branch is 
modified to simulate the branch and determine the new 
interactions and status changes of the entitities. 

Surdu, et al., identified several requirements for 
operationally-focused simulations, among which is the 
ability to operate in different time scales [5].  In both OpSim 
and APSS the operationally-focused  simulation can be 
processed in one of two modes.   

In the direct processing mode the SimEvents are processed 
as rapidly as they can be taken off the queue.  This mode is 
useful for determining the interactions between entities in 
the simulation when time-based observation of those 
interactions is not important.   

In the time-step processing mode, the SimEvents are 
processed in relation to a real-time clock.  The SimExec 
allows three time scaling factors to be set.  The first is how 
often the simulation will ‘tick’ – that is, how many 
computer milliseconds will occur before the next action is 
taken.  The second is how many simulation ticks make up a 
second in the plan.  The third is how rapidly the plan 
seconds are displayed in real-time.  The time-step 
processing is very useful for speeding up and slowing down 
the visual playback of the operation. 

 

Figure 3:  APSS Simulation Display 



The simulation mechanism is used in several ways by the 
planning system.  The user builds plans by assigning tasks 
to entities.  The simulation is used to determine the results 
of entity interaction and ensure the constructed plan is valid.    
The simulation is also used when new Branches are created 
to determine a new Planned State at the conclusion of the 
Branch.  The simulation is used in a playback mode to 
determine and display the actions taken within Branches.  
See Figure 3 for the display used by the simulation in 
playback mode.  Finally, the simulation is used in analyzing 
the differences between the Actual State of the operation 
and the Planned States. 

4. MONITORING THE PLAN 

The two prototype systems, OpSim and APSS, explore 
different aspects of using agents to monitor the plan.  The 
approach in OpSim is to use Operations Monitors based on 
mission-relevant factors to evaluate the actual operation and 
identify significant changes from the planned operation.  
The approach in APSS is to use Execution Monitors that 
examine the Actual State information to assign likelihood 
measures to their monitored nodes. 

Operations Monitors 
OpSim uses a dynamic hierarchy of rational agents, called 
Operations Monitors (OMs) to compare the current situation 
with the plan.  The OMs, each looking at specific aspects of 
the plan, compare the actual operation with the planned 
operation.  When significant differences are encountered, 
the system launches other tools to determine the impact on 
the desired end state of the operation.  The top-level OM 
informs the decision maker when the success of the plan is 
at risk.  See Figure 4 for a screen capture of the interface 
with the top-level monitor. 

 

Figure 4:  The Top-Level Monitor GUI 

The OMs perform two important functions. First, they use 
the Actual State information from the World View to keep 
the operationally-focused simulation synchronized with the 
real world.  Second, they discover significant deviations 
between the World View and the simulated world.  When 
they identify the divergent events, or Potential Points of 
Departure (PPDs), they use tools to explore the 
ramifications of differences between the real operation and 
the planned operation.  OMs are designed to assist human 
decision-makers by reporting those ramifications.   

Each OM is interested in only a narrow domain, making the 
problem of building intelligence into those agents more 
tractable. The prototype OMs use a simple expert system to 
reason about their domain and the current operational 
situation. The prototype OMs constructed to validate this 
methodology use fuzzy rule bases [6] as well as crisp rule 
bases. The fuzzy rule bases (built with the MATLAB Fuzzy 
Tool Box) are used as classifiers of information and the 
results of simulations. The crisp rule bases use the Java 
Expert System Shell (JESS), a Java implementation of 
CLIPS [7].  The crisp rule bases are used for the control 
logic of the agents. With a fuzzy rule base, it is relatively 
easy to capture the knowledge of domain experts and later 
explain how the OM made its decisions.  

The OMs can take advantage of many other tools.  For 
example, the higher-level OM monitoring the enemy forces 
might use a combat attrition model to determine the 
difference in expected losses.  On the other hand, the OM 
may choose to apply a closed form solution to Lanchester 
equations to get a quick estimate of expected losses.  An 
OM might also run an operationally-focused simulation to 
the end of the operation and see if the projected end state is 
significantly different from the desired or planned end state.  
Similarly, if the Mission OM and the Time OM observe that 
a ground unit failed to cross an important phase line at the 
correct time, they could use a simulation to explore the 
effect on the plan.   

Regardless of the tools used, the end result is that the OMs 
notify the commander of the significance of any observed 
deviations.  The OMs don’t make any tactical decisions; 
rather, they explore differences and report findings.  

Execution Monitors 
APSS uses a collection of agents called Execution Monitors 
(EMs) that are attached to Nodes in the Plan Description 
and assess the difference between the Actual State and the 
Planned State held in their monitored Node.  The EMs 
derive Anticipated States by forward simulation from the 
Actual State along the appropriate Branches.  The EM 
compares the Anticipated State with the Planned State at 
that Node, determines the significance of any differences, 
and sends a likelihood measure to the Planning Executive 



(discussed below).  Essentially the OMs in OpSim begin 
their work at the point in APSS where an Anticipated State 
has been generated through simulation. 

The EM can use two approaches to determine the likelihood 
measure.  The more sophisticated approach is to simulate 
the plan forward from the Actual State, in a process similar 
to that used by the Planners (described below)  or OMs in 
OpSim (described above).  The new Anticipated States can 
then be compared to the Planned State at the Node and the 
differences used to determine the likelihood that the 
Planned State will occur.  The less sophisticated, but much 
faster, approach is to run a State Difference Analyzer on the 
Actual State and the Planned State.  This analyzer uses 
weighted functions based on the sums of distance factors 
and strength factors.  It bases the likelihood measure on the 
probability that the units can get where they are supposed to 
be, when they are supposed to be there, with the appropriate 
strength. 

 

Figure 5:  APSS (front) and Stimulator (back) 

5. DYNAMIC PLAN BUILDING 

The heart of the planning systems is the ability to use 
information about the current state and explore possible 
future Branches while execution continues.  In the APSS 
system a Planning Executive (PE) agent prioritizes and 
controls the monitoring and re-planning efforts.  The 
generation of new possibilities is handled by Planner 
agents.  See Figure 5 for a screen capture of the APSS 
prototype operating on a Plan Description based on the 
Actual State information provided by a stimulator. 

Planning Executive 
The PE is the agent in charge of the dynamic plan building 
process and the overall operation of the APSS.  It cooperates 
with the EMs and the Planners (discussed below) to control 

the planning effort and to prioritize planning ahead of the 
more likely Branches.  The PE controls the assignment of 
EMs and Planners to Nodes based on time and system 
resources available. 

The mechanism for controlling the planning and monitoring 
processes is embodied in the PE agent.  The PE receives all 
information from outside the APSS, controls the assignment 
of EMs to Nodes, and controls the re-planning performed by 
the Planners.  As each new Actual State is received, the PE 
adjusts the location of the EMs, examines the 
recommendations from all of the EMs, determines the re-
planning priority of the Nodes, and allocates Planners to the 
Nodes with the highest priorities.   

The PE is initialized with a pointer to the World View, from 
which it can draw information about the entities and the 
terrain.  The PE also has a pointer to the Plan Description.  
It immediately places EMs on all the child Nodes of the root 
Node in the Plan Description, and stores the root Node as 
the last Actual State Node.  The PE then waits for Actual 
State updates from outside the APSS. 

When a new Actual State is received a new Node is created 
in the Plan Description for that state, and the last Actual 
State Node is updated to point to this Node.  Also, an EM is 
assigned to the new Node.  If any Planners are still running 
they are stopped, on the assumption that the new Actual 
State will cause different re-planning priorities.  The time 
stamp of the Actual State is used to determine which Nodes 
in the Plan Description have been bypassed.  EMs are 
removed from bypassed Nodes and new EMs are placed on 
the nearest descendants of that Node that have not been 
bypassed.  Finally, a pointer to the new Actual State is sent 
to all the EMs for processing, and the PE stands by for the 
results. 

When the PE has received the recommendations from the 
EMs, it examines the list and posts the new likelihood 
measures to the Nodes.  It then requires all of the Nodes to 
determine their re-planning priority.  Each Node uses a 
weighted function of its likelihood, its time difference from 
the Actual State, and the number of its child Branches to 
determine its re-planning priority.  Each Node then adds 
itself to the Planning Priority List, which keeps the Nodes 
sorted from highest to lowest priority.  Once all of the 
priority updates are posted, the PE starts placing Planners 
on the Nodes in priority order.  The Planners are allowed to 
run until completion of their branches generation process, 
unless a new Actual State arrives, which causes the PE to 
terminate all of the still-running Planners. 

The PE controls how many EMs and how many Planners 
are operating at any time.  If the system is very busy, the PE 
may determine that it can only afford a small number of 



running Planners and allocate a limited number of them to 
Nodes sequentially based on their re-planning priority.  If, 
however, the system is not busy, the PE may determine that 
it can afford to allocate a Planner to every Node.  Similarly 
the PE determines how many EMs are running.  Also, in a 
resource-constrained or very dynamic environment, the PE 
can set the maximum branching factor at Nodes to some 
small number (e.g., five).  In this case only the five most 
realistic and representative Branches would be retained. 

The PE also receives inputs from the interface with the user.  
Through the interface, the PE allows the user to manually 
insert Branches or to override work being done by EMs or 
Planners.  For instance, the commander may want to do a 
“what-if” analysis of some alternative action he has in mind.  
Through the interface and PE, this new Branch is added to a 
Node and a Planner is launched.  The Planner will complete 
the planning to end-state and determine that viability of that 
Branch.  The commander might also want to manually 
delete a Branch, for whatever reason, and this is also done 
through the PE. 

The level of autonomy of the PE is a tunable parameter. It is 
likely that the intuition of some commanders might be a 
better predictor of a Branch's viability.  Although it might 
seem useful to allow the PE to eliminate low-likelihood 
Branches, this must be done carefully.  It may be possible 
for the commander to make decision that will make that 
Branch more likely in the future.  This is particularly true if 
the Branch in question has high viability (is very good for 
the friendly forces) and the commander wants to direct the 
flow of battle towards that Branch.  This, after all, is the 
whole purpose of the anticipatory planning process. 

Planner 

The Planner is an agent that examines the state held by a 
Node and produces new representative Branches.  The 
Planner uses a Branches Generator (BG) to consider 
possible friendly or enemy actions and produce significant 
and representative Branches.  The BG uses simulations, 
inference mechanisms, and a Genetic Algorithm (GA) 
guided by the desired friendly and enemy end-states.  The 
Planner invokes a Branch Evaluator to examine a Branch 
using simulation and inference mechanisms, and then 
determines a viability measure for the end Node of the new 
Branch.  The viability measure indicates how well the state 
held in the end Node accomplishes the desired friendly end 
state.   

The Branches Generator (BG) handles the instantiation and 
operation of a GA that does the work of producing new 
Branches.  Prototype systems such as Fox-GA [8], Tactical 
Event Resolution [9], and the modified version of ModSAF 
used by Porto, et al. [10] have demonstrated the feasibility of 

automatic generation of courses of action in the military 
domain.  The GA has several parameters that govern its 
operation.  The number of generations can be controlled, as 
well as the number of genomes in a generation.  In this 
implementation, a genome is a Branch.  The probability of 
crossover between mating genomes can be set, as can the 
probability of a mutation.  Crossover is accomplished by 
swapping the paths taken by the same entity in the two 
parent genomes.  Mutation is accomplished by creating a 
new random path for the entity. 

The GA uses a niching strategy based on the desired 
friendly and enemy end-states to create the first generation.  
The importance of the objective location, desired end-
strength, and desired end-time can be modified by 
adjustable weights.  Also, the maximum time duration of the 
Branch can be set.  Once each new genome (Branch) has 
been created a Branch Evaluator is invoked to determine the 
viability of the Planned State at the end Node. 

The Branch Evaluator (BE) is given a Branch to evaluate 
and the mission/objective.  The BE compares the Planned 
State at the end of the Branch with the desired end state of 
the operation.  Using an inference mechanism, the BE 
determines the impact of the actions associated with the 
Branch on the feasibility, acceptability, and suitability of the 
plan (i.e., its viability).  If the plan is in danger of failure at 
the new state, the Branch is assigned a low viability 
measure.  If there is little danger of failure, the Branch is 
assigned a high viability measure.  These viability measures 
are first generated at the leaves and propagated back up the 
tree. 

In an unconstrained environment, the Planner continues to 
execute a BG at each newly created Node until either the 
desired end state is reached or the BG determines that the 
desired end state cannot be reached.  The PE can place 
constraints on the Planner that limits the planning in terms 
of time, depth, system resources, etc..   

It is possible for a Planner to be operating on a Node with 
existing Branches (i.e., the Node has already been run 
through a Planner).  The Planner can compare the newly 
generated Branches to the existing Branches.  If a new 
Branch is the same as an old Branch, the old Branch can be 
considered revalidated.  If an old Branch is not revalidated 
based on the Anticipated State, the Planner notifies the PE 
that the Branch may be considered for pruning. 

6. CONCLUSIONS 

The two prototype systems, OpSim and APSS, provide the 
proof-of-concept for the use of simulation and cooperative 
agent technology to look ahead and help commanders and 



staff make better decisions now that favorably influence the 
flow of battle later.  Experiments conducted with OpSim 
demonstrated the utility of identifying deviations from the 
plan and providing the commander with a notification.  It is 
also a useful tool for the commander to manually conduct 
“what-if” scenarios prior to or during the battle.  The APSS 
system extended OpSim’s ability to find and report on 
deviations into a system that offers fixes to the problems – 
before they even occur.  This gives the commander the 
ability to look ahead, determine the more favorable flows of 
the battle, and take action to influence the battle in that 
direction.  The option dominance enabled by future 
generations of these planning support tools should prove to 
be a decisive advantage. 
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